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Abstract. Open-vocabulary monocular 3D detectors report strong in-
domain performance, but each evaluates under a different protocol, sev-
eral rely on per-image category oracles unavailable at deployment, and all
collapse geometry and semantics into a single AP metric. To address this,
we introduce OV3D-Bench, a diagnostic benchmark that compares open-
vocabulary monocular 3D detectors under deployment-realistic condi-
tions across seven indoor and outdoor datasets. Our benchmark replaces
the per-image class name oracle with test-time dataset-level class name
prompts, and decouples detection accuracy along three axes: localization,
semantic robustness, and cross-domain transfer. We evaluate seven rep-
resentative detectors and find that (i) they localize objects well yet often
mislabel a correctly localized box as a semantically adjacent category;
(ii) accuracy is highly sensitive to prompt phrasing (e.g. WildDet3D’s
performance collapses from 18.6 to 5.4 APsp when prompted with “a
detailed high-resolution photo of a car” rather than “car”); and (iii) the
widely adopted target-aware protocol hides these errors (e.g. inflating
DetAny3D’s AP3p by 1.9 X on ScanNet). Lastly, we demonstrate that
simply remapping a frozen closed-vocabulary detector’s predictions using
a contrastive vision-language encoder such as SigL.IPv2 performs compet-
itively against recent purpose-built open-vocabulary methods. This indi-
cates that geometric localization is more mature, while open-vocabulary
semantics remains the primary bottleneck. We release our unified evalu-
ation protocol on |GitHub.
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1 Introduction

Open-vocabulary 3D object detection enables flexible 3D spatial reasoning through
natural language queries and interactive user prompts. Such models have broad
applications in autonomous driving [4,9,/16L[26], robot manipulation [18]28],
and extended reality (XR). However, unlike closed-world detectors that train
and evaluate on a fixed set of pre-defined categories, open-vocabulary detectors
must demonstrate strong zero-shot performance across diverse domains 23| to
be practically useful.
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Fig.1: Open-Vocabulary Monocular 3D Detectors Struggle with Vocab-
ulary, Not Geometry. All five detectors consistently localize a regular vehicle
(mean 3D IoU 0.58, BEV insets) yet disagree on its category (top). Prompt phrasing
swings accuracy sharply for prompt-conditioned detectors but far less for our SigL.IPv2-
based remapping baseline (bottom left). The target-aware protocol hides these semantic
errors, inflating scores most where the dataset-level score is lowest. (bottom right).

Existing open-vocabulary methods report strong zero-shot results, yet each model
measures success under a different protocol. Specifically, prior work partitions
categories into disjoint base and novel sets, but we find that the split itself can
(sometimes dramatically) inflate apparent generalization. More recently, target-
aware metrics prompt each model with ground-truth categories in the
test image. This protocol silently suppresses hallucinations and false positives,
making it a poor proxy for real-world performance. Moreover, a deployed detec-
tor never knows which categories appear in a test image. Lastly, prior work only
reports AP3p, which entangles localization quality with semantic correctness, so
a low score cannot tell us where open-vocabulary models fail. Existing protocols
therefore neither diagnose failures nor reflect realistic deployment conditions.

To address this gap, we introduce OV3D-Bench, a diagnostic benchmark that
compares open-vocabulary monocular 3D detectors under deployment-realistic
conditions. First, OV3D-Bench replaces the per-image target-aware oracle with
dataset-level prompts. We make a deliberately weaker assumption than current
benchmarks and prompt each model with the dataset’s full vocabulary rather
than each image’s ground-truth classes, removing per-image privileged informa-
tion while preserving deployment-time scene priors (e.g. urban scenes contain
cars but not sofas). Importantly, this is not a return to closed-world evalua-
tion, since the two protocols differ in when the label space is revealed; target
class names are withheld at training time and are only exposed to the detector
at test time. Since every class is scored on every image, established closed-set
diagnostics, including per-class false positives, confusion matrices, and hallucina-
tion rates, can be evaluated for open-vocabulary models. Second, OV3D-Bench
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decouples the standard mAP3p metric along three axes: geometric accuracy (3D
Class-Agnostic Recall), semantic robustness (confusion matrices and prompt sen-
sitivity), and cross-domain generalization (mAPsp on unseen datasets). We re-
port the three axes separately, which exposes strengths and weaknesses that a
single metric hides. We evaluate seven representative detectors [1}/7(8l{13L[30H32]
and apply this protocol across seven indoor and outdoor datasets, including
KITTT [6], nuScenes [2], Argoverse 2 [29] (AV2), SUNRGBD 25|, ScanNet-
200 [24], ARKitScenes |5|, and Hypersim [22]. Third, we propose a frustrat-
ingly simple training-free baseline that remaps predictions from a frozen closed-
vocabulary detector using a SigLIPv2 [27] encoder. Somewhat surprisingly, this
baseline matches or surpasses purpose-built open-vocabulary methods [32] on un-
seen outdoor domains. This suggests that geometric localization is more mature,
while open-vocabulary semantics remains the larger, unresolved gap. Our break-
down analysis also shows that detectors routinely assign a semantically adjacent
but incorrect label to a well-localized box. For example, five detectors correctly
localize the same regular vehicle from Argoverse 2, but incorrectly identify it
as a truck, truck cab, railed vehicle, or large vehicle (Fig. . Further-
more, we find that open-vocabulary methods are sensitive to the level of detail
used in prompt phrasing. We vary prompts from bare class names (e.g. car)
to attribute-rich descriptions (e.g. a detailed high-resolution photo of a
car), and find that rewording prompts from underdetailed to overdetailed hurts
WildDet3D by 13.2 AP3p (18.6 to 5.4). In contrast, our remapping-based base-
line applied to Cube R-CNN stays within 1.7 AP3p. Lastly, we demonstrate that
the target-aware oracle hides the cross-class false positives that matter most in
safety-critical settings; Det Any3D scores 1.1x higher under this protocol than
under ours on ARKitScenes (15 categories), and 1.9x higher on ScanNet-200
(196 categories).
We make three major contributions:

1. We propose an evaluation protocol that reports geometric, semantic, and
cross-domain performance separately, rather than averaging them into a
single AP3p. Furthermore, our protocol replaces the per-image oracle with
dataset-level prompting to remove per-image privileged information while
retaining scene-level priors.

2. We benchmark seven detectors and find that semantic vocabulary, not geom-
etry, is the dominant failure mode. Detectors localize objects well but often
classify the box incorrectly by assigning a semantically adjacent label.

3. We propose a simple yet effective training-free VLM remapping baseline that
isolates the gap between localization quality and semantic accuracy.

2 Related Works

3D Detection Evaluation Practices. Omni3D [1] established the dominant
protocol for 3D detection. It reports AP3sp averaged across IoU thresholds and
applies the same metric to both indoor and outdoor domains. Because AP3p
scores recall, precision, and localization jointly, we cannot attribute a low score
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to a specific failure. Complementary diagnostics address parts of this problem.
nuScenes [2| reports true-positive metrics that isolate localization quality from
detection, and long-tailed evaluation [14,/17] exposes hierarchical class confu-
sions between common and rare categories. Both protocols target the closed-
vocabulary setting, where the label space is fixed and semantic errors are bounded.
In the open-vocabulary setting, the label space is itself the object of study, and
no established protocol separates a mislocalized box from a misnamed one. We
argue that open-vocabulary 3D detection has instead settled on evaluation prac-
tices that are optimistic rather than diagnostic. A common strategy partitions
categories into base and novel sets, withholding novel classes during train-
ing to simulate open-set generalization [7,|13}/30]. However, this protocol does
not reflect realistic deployment, and the reported novel AP depends heavily
on which categories are withheld [15|. Results from papers adopting different
splits are therefore not comparable. More recently, OVMono3D [31] introduces
(and DetAny3D [32] adopts) target-aware metrics that restrict evaluation to the
categories present in each image. Because a detector is never prompted with
a category absent from the image, it cannot produce a false positive for that
category. Specifically, the cross-class errors that characterize open-vocabulary
failures are removed rather than measured. We instead evaluate over an inclu-
sive, dataset-level vocabulary and report geometry and semantics separately.

VLMs for 3D Object Detection. e w . B
Existing open-vocabulary 3D detectors 328 £ E 2
leverage different strategies for align- 2 5 E E £ @
ing language with geometry (Tab. . “:i % ¥ E %’
OV-3Det [13] and ImOV3D [30]| clas- O = raadc i
sify learned point-cloud features against 1 oNN il x v x x x x
CLIP [20] text embeddings using cosine oy _spey {13] VX Vv X X X
similarity. OVM3D-Det [7] avoids ex-  p,0v3D [30] V X v X X X
plicit 3D supervision by lifting UniDepth  gyvM3D-Det lx v x x x x
and Grounded SAM |21] predictions into  ovMono3D 31| |V v v v X X
3D pseudo-labels, though it still trains on  DetAny3D 32| |v v vV vV vV V
fixed base and novel vocabularies from WildDet3D 8| |v' v vV vV V V
Omni3D Ill OVMono3D |31| embeds a Table 1: Model Comparison. We

frozen GroundingDINO [12] in its train- summarize the input modality, prompt-
ing pipeline but evaluates on a prede- ing modes, and training scale of the
fined 50_Categ0ry set from Omni3D I]_l seven detectors in our benchmark
DetAny3D [32] invokes GroundingDINO above. A check mark denotes support.
only at inference time. WildDet3D |8] instead trains a promptable detector end-
to-end on a large concept-annotated corpus. We take a deliberately minimal
approach. Rather than proposing a new open-vocabulary architecture, we use
SigLIPv2 [27] to remap a frozen closed-vocabulary detector’s predictions into
an open vocabulary without fine-tuning. This probe holds localization fixed and
only varies the label space.
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3 O0OV3D-Bench: Towards A Better Open-Vocabulary 3D
Benchmark

Reporting a single overall APsp overestimates open-vocabulary generalization
and hides component failures. Instead, we introduce OV3D-Bench, an evalua-
tion suite that decomposes performance along geometry, semantics, and domain-
generalization.

Geometric Accuracy. We retain mAP;3p [1] as our top-level detection metric
for comparison with prior work, averaging AP over 3D IoU thresholds from 0.05
to 0.5 in steps of 0.05, following Omni3D’s protocol exactly. mAP3p conflates lo-
calization and category correctness, so a well-localized but mislabeled box scores
as a failure. To isolate localization, we further report 3D Class-Agnostic Recall,
which measures the fraction of ground-truth boxes matched to some prediction
at IoU > 0.15, regardless of predicted category. We verified this choice against a
confidence-ordered greedy assignment (as used by nuScenes [2]), so our conclu-
sions do not depend on the choice of assignment rule. Pairing mAP3p with 3D
Class-Agnostic Recall separates semantic from localization error.

Semantic Robustness. Following prior long-tailed 3D detection analysis |14,
17], we use confusion matrices to dissect misclassifications. We first match each
ground-truth 3D box to the highest IoU prediction under a one-to-one Hungar-
ian assignment with IoU > 0.5, and discard unmatched boxes. Given N classes,
we then construct an N x N matrix where each cell (i, 7) reports the fraction of
ground-truth class-i objects that match to predictions of class j, normalized by
per-class ground-truth counts. This isolates localization successes from semantic
errors, e.g. shelves—cabinet (naming ambiguity) or fireplace—television
(geometric similarity). Current target-aware protocols filter by observed cat-
egories and mask exactly these errors. We note that our confusion matrices
and mAP3p treat all misclassifications equally; future work should incorporate
semantic-distance weighting by penalizing semantically distant errors (e.g. toilet
paper holder—chair) more than adjacent ones (e.g. sofa—chair) via the
WordNet hierarchy or embedding distance.

Further, we argue that open-vocabulary detectors should be stable under nat-
ural prompt variations. We probe this with a template-based protocol. For each
category, we instantiate a family of prompts, following the prompt-type taxon-
omy of Lin et al. [11] and drawing within-group variations from Li et al. |10].
Specifically, we consider three prompt types by descriptiveness: underdetailed
(class names only, e.g. car), standard (CLIP-style [20], e.g. a photo of a car),
and overdetailed (attribute-rich, e.g. a detailed high-resolution photo of
a car). We report mAP3p by prompt type, revealing the model’s robustness to
prompt variation. We also report the coefficient of variation of mAP3p across all
templates (CV =0/p) as a scalar robustness summary. Lower is more robust.
Domain Generalization. To evaluate open-set generalization, we test on un-
seen datasets. Although the model may have seen some test classes during train-
ing (e.g. train on a nuScenes truck and test on an Argoverse 2 truck), we argue
that this cross-domain transfer represents more realistic deployment conditions
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than prior base-novel splits. We restrict cross-domain experiments to same en-
vironment pairs (indoor <> indoor, outdoor <> outdoor), which reflects realistic
semantic priors. OV-3Det [13] and ImOV3D [30] explored cross-domain trans-
ferability, but recent work has not adopted this practice. We extend this analysis
to closed-set models using VLM-based remapping, described below.
Training-Free VLM Remapping. Isolating geometry from semantics requires
a probe that holds localization fixed while varying only the vocabulary. Prior
open-vocabulary detectors train new architectures that couple the two. Rather
than training yet another architecture, we convert a frozen closed-vocabulary
3D detector into an open-vocabulary one through class remapping. At inference,
we take an image, its ground-truth intrinsics, and a target category set. We use
Omni3D’s official taxonomy for the five in-domain datasets, and use the full
native category list, taken as-is without de-duplication or merging, for the two
zero-shot datasets (Argoverse 2 and ScanNet-200). This target set is fixed per
dataset, independent of which categories occur in a given test image. We run
the frozen detector to obtain candidate 3D boxes, project each box to 2D, and
encode the crop with SigLIPv2 [27]. We then encode the dataset-level category
names with the shared text encoder and remap each detection to its highest-
similarity category above a threshold 6, discarding it otherwise. Concretely, a
detector trained only on cars, pedestrians, and cyclists can be evaluated on
trams without retraining, since SigLIPv2 assigns a box resembling a tram to the
tram class regardless of the detector’s training categories. Holding localization
fixed allows us to separate geometric errors from semantic errors. We denote
SigLIPv2 remapping with * throughout (e.g. Cube R-CNN*).

4 Experiments

Datasets. Following Omni3D [1], we evaluate on five in-domain datasets, namely
KITTTI [6] (6 categories), nuScenes [2] (9 categories), SUNRGBD |[25] (83 cat-
egories), ARKitScenes [5] (15 categories), and Hypersim [22] (29 categories).
For zero-shot evaluation we add Argoverse 2 29| (27 categories), with fine-
grained classes like large vehicle, regular vehicle, and articulated bus
and ScanNet-200 [24] (196 categories), with fine-grained categories like hair
dryer and soap dispenser. Such fine-grained categories are critical for stress
testing open-vocabulary model performance.

Baselines and Evaluation Details. We evaluate seven detectors, comprising
five open-vocabulary models (OV-3Det [13], InOV3D [30], DetAny3D [32], OV-
Mono3D [31], and WildDet3D [8]) and two closed-vocabulary detectors (Cube
R-CNN |[1] and OVM3D-Det [7]). These models span diverse input modalities
and training datasets (Tab. [I)). We describe the evaluation protocol below:

— Cube R-CNN [1)] is a closed-vocabulary monocular detector trained on Omni3D.
We supply ground-truth intrinsics at inference for correct virtual-depth rescal-
ing and apply our SigLIPv2 remapping with threshold 6 = 0.05.
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— OVMS3D-Det [7] trains without 3D-label supervision using metric depth [19].
Despite its open-vocabulary claim, the authors release dataset-specific mod-
els trained on fixed base and novel vocabularies from Omni3D [1]. We
therefore treat it as closed-vocabulary and follow the same protocol as Cube
R-CNN.

— OV-3Det [13] and ImOV3D |30] are indoor point-cloud-based open-vocabulary
detectors. To comply with the monocular setting, we build point clouds from
UniDepth [19] predictions with ground-truth intrinsics. During inference, we
align text and point cloud features with CLIP |20].

— OVMono3D [31] is an open-vocabulary monocular detector trained on Omni3D [1].
We use OVMono3D-LIFT, which lifts GroundingDINO [12] 2D detections
to 3D.

— DetAny8D [82] is a promptable foundation model that generalizes across
cameras, trained on a large corpus (Omni3D, Argoverse 2, and ScanNet). At
inference, we feed GroundingDINO [12]| 2D boxes to its 3D head, following
OVMono3D’s protocol, we use a low box threshold (0.001) for high recall,
with each detection’s category resolved by matching GroundingDINO’s per-
token caption logits in token space (text threshold 0.25) rather than its
decoded phrase string. To maintain consistency with our other baselines, we
provide ground truth intrinsics.

— WildDet3D [8] unifies SAM3’s [3] promptable detection with DINOv2’s ge-
ometry, avoiding external detectors like GroundingDINO. It trains on the
largest 3D detection corpus to date (1M images and 13k categories, 138x
Omni3D). Given its high recall, we apply NMS with an IoU threshold of 0.3
and a confidence threshold of 0.8.

SUNRGBD ARKitScenes Hypersim ScanNet-200 KITTI nuScenes Argoverse 2
Cube R-CNN* 0.523 0.335 0.085 0.157 0.716 0.389 0.286
OVMono3D 0.586 0.389 0.129 0.218 0.729  0.396 0.279
DetAny3D 0.440 0.171 0.064 0.146 0.642 0.281 0.142
WildDet3D 0.640 0.323 0.117 0.389 0.597 0.304 0.326

Table 2: 3D Class-Agnostic Recall (1). No method dominates every dataset; recall
varies far more across datasets (dense indoor scenes like Hypersim and ScanNet-200
are hardest) than across methods within a dataset. Green marks in-domain datasets
(Omni3D); yellow marks unseen ones (green for DetAny3D, whose training corpus
includes Argoverse 2 and ScanNet). We mark the best method per dataset in bold.

SUNRGBD ARKitScenes Hypersim ScanNet-200 KITTI nuScenes Argoverse 2
Cube R-CNN* 6.38 21.33 5.33 2.22 17.64 15.49 11.10
OVMono3D 7.18 28.31 6.95 2.44 15.96 13.81 2.26
DetAny3D 8.81 19.92 6.23 2.89 19.65 12.83 0.82
WildDet3D 5.92 23.24 6.43 2.23 19.92 18.00 4.82

Table 3: Standard mAP3p Detection Evaluation (1). No method wins outright,
with each detector leading on at most two of seven datasets. Green marks in-domain
datasets (Omni3D); yellow marks unseen ones. Argoverse 2 and ScanNet are in the
DetAny3D training corpus, so those results are not zero-shot. We mark the best method
per dataset in bold.

3D Class-Agnostic Recall Evaluation. We report the ratio of ground-truth
boxes matched by some prediction at IoU > 0.15, under a class-agnostic as-
signment that credits a well-localized box regardless of its predicted category
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Table 4: Cross-Dataset Transfer Costs Recognition, Not Geometry. We train
a separate model per dataset and evaluate each in-domain and on out-of-domain trans-
fer, across SUNRGBD (SU), ScanNet-200 (SC), and ARKitScenes (AR) on (&) 3D
Class-Agnostic Recall and (]ED standard mAP3sp. Recall shifts modestly between in-
and out-of-domain models, while mAP3p favors the in-domain model by as much as
5.5X. Green marks in-domain results; yellow marks cross-domain transfer. Higher val-
ues are better for both metrics, and we mark the best setting per dataset in bold.

Train | KITTI nuScenes  Argoverse 2
KITTI 12.87 2.78 1.37
nuScenes 9.69 7.95 14.99

Table 5: Only nuScenes Pre-Training Transfers Outdoors. We train OVM3D-
Det* on KITTI and on nuScenes and evaluate both on all three outdoor datasets. The
nuScenes-trained model recovers 75% of in-domain KITTI mAP3p, while the KITTI-
trained model recovers only 35% on nuScenes. Green indicates in-domain; yellow indi-
cates cross-domain transfer; bold denotes the best configuration.

Cube R-CNN* OVM3D-Det* DetAny3D OVMono3D

GT class

television
refrigerator

Fig. 2: Detectors Share the Same Confusions. We visualize confusion matrices
over the 15 ARKitScenes categories for Cube R-CNN* OVM3D-Det*, DetAny3D, and
OVMono3D. Each row is normalized by its ground-truth count over matched boxes,
and the diagonal gives per-class recall. Furniture, appliances and storage absorb nearly
all off-diagonal probability mass across all four detectors, while sink and bathtub stay
cleanly separated. Best viewed in color and zoomed in.

(Tab. . Recall varies far more across datasets than across methods. While the
values are low on Hypersim and ScanNet-200 due to dense indoor scenes with
many small, occluded objects, recall reaches up to 0.73 on the sparser outdoor
KITTI. No single method dominates every dataset: OVMono3D leads on four
of seven (ARKitScenes, Hypersim, KITTI, nuScenes) and WildDet3D on the
remaining three (SUNRGBD, ScanNet-200, Argoverse 2), while Cube R-CNN*
and DetAny3D trail throughout.

3D Detection Confusion Matrices. OVMono3D over-predicts tables and
shelves, whereas Det Any3D favors chairs, which are prevalent in indoor train-
ing datasets (Fig. . The remapped Cube R-CNN* and OVM3D-Det* confuse
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Fig. 3: Failures Are Semantic, Not Geometric. Ground truth box alongside pre-
dictions from each of the five detectors. Boxes are well aligned to the object across
nearly every detector, while the predicted labels disagree.

spatially co-located tables and chairs, due to projective ambiguity in the im-
age crops passed to SigLIPv2. Text-encoder ambiguities (e.g. armchair— sofa
chair) compound these errors. Errors concentrate along a small number of cate-
gories; furniture (bed, table, chair, sofa) and appliances and storage (machine,
cabinet, oven, shelves) absorb nearly all off-diagonal probability mass, while
sink and bathtub are cleanly separated by all four detectors, suggesting that the
residual errors follow the ARKitScenes label space rather than any one detector.

We project all 267 classes in OV3D-Bench
onto a shared coarse ontology, which gives
a vocabulary-agnostic view of model confu-
sion (Fig. @) We manually assign each fine-
grained class to one of 9 super-categories,

GT super-category
row-normalized

appliance

namely vehicle, person, seating, table,
storage, bed, appliance, electronics, and
barricades, by matching category-name sub-
strings (e.g. cabinet, shelves, and wardrobe
all fall under storage). We find that only 15%
of confusions cross super-category boundaries.
The diagonal ranges from 0.61 (storage) to
0.97 (vehicle, person). Interestingly, confu-
sion is near-zero for vehicles and 5-22% among

electronics
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Fig.4: Confusion Concen-
trates Among Indoor Furni-
ture. Predictions aggregated over
all datasets and detectors, row-
normalized by GT super-category.

co-located indoor furniture, with one excep-

tion (barricades—person, 12%). Notably, table absorbs off-diagonal mass
from five of the eight other categories, including the two largest errors in the
matrix (storage—table at 0.22 and seating—table at 0.15), while emitting
at most 0.06 itself. This suggests that detectors recover coarse object identity,
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Table 7: Target-Aware Gains Con-
centrate on Cross-Class Confusions.
We compare per-category APsp for De-
tAny3D on KITTI under both proto-
cols. car performance is unchanged, while
truck, van, and tram, the classes most of-
ten confused with car, gain the most.

Table 6: Target-Aware Prompting
Inflates mAP3p, Most Where Scores
Are Lowest. We evaluate identical pre-
dictions under dataset-level (DLP) and
target-aware (TAP) prompting for De-
tAny3D and OVMono3D across datasets
of increasing vocabulary size. TAP raises
AP by a similar absolute margin in every
setting, so its relative inflation is largest
exactly where the DLP score is smallest.

but not fine-grained labels. Figure [3] shows representative cases, where boxes
are well aligned to the object across nearly every detector while the labels dis-
agree. Outdoor errors are taxonomy-boundary disagreements (e.g. the AV2 ex-
ample in Fig. truck, truck cab, railed vehicle, and large vehicle for
one regular vehicle), whereas indoor errors span categories with no shared
geometry, indicating that the residual error is in mapping onto a dataset’s vo-
cabulary, not in recovering an object’s spatial extent.

Dataset-Level mAP3p Evaluation. mAPsp |1 jointly scores recall, pre-
cision, and localization over all predictions, surfacing the semantic gap that
target-aware protocols hide. Each detector in Tab. 3| leads on at most two of
seven datasets, and the closed-set Cube R-CNN* and OVM3D-Det* match open-
vocabulary OVMono3D and DetAny3D (Tab. 3] with the dataset-level protocol
in Tab. . We find that nuScenes pre-training drives large Argoverse gains.
Cube R-CNN* reaches 11.10 mAP, +390% over OVMono3D’s 2.26 and 2.3x
the next-best method, and nuScenes-trained OVM3D-Det* reaches 14.99, far
exceeding DetAny3D’s 0.82 (Tab. . However, this transfer is asymmetric. The
nuScenes-trained model recovers 75% of in-domain KITTI mAP3p, while the
KITTI-trained model recovers only 35% on nuScenes and collapses to 1.37 on
Argoverse 2. Notably, the nuScenes-trained model scores higher on Argoverse 2
than in domain, which we posit can be attributed to nuScenes averaging over
hard classes near zero. Cube R-CNN* nonetheless trails both GroundingDINO
baselines on all four indoor datasets, by up to 2.43 mAP3p on SUNRGBD, sug-
gesting that the outdoor label space is small enough for remapping to cover,
unlike cluttered indoor vocabularies.

Comparing in- against out-of-domain models per dataset (Tabs. and ,
mAP3p favors the in-domain model on five of six pairs, by up to 5.5x on ARK-
itScenes, while 3D Class-Agnostic Recall shifts far more modestly across the
same pairs (e.g. OVM3D-Det* on SUNRGBD: 0.583 — 0.450): geometry transfers
across domains, recognition does not. Out-of-domain transfer degrades primarily
due to hallucinated classes and false positives, and ScanNet-trained point-cloud
models generalize poorly to ARKitScenes and Hypersim.
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Encoder Prompt usage Tokenizer ARKitScenes KITTI CV%
p g Und. Std. Ovr.|Und. Std. Owvr.| |
SigLIPv2* Remapping SentencePiece | 26.8 27.7 23.3|19.0 19.4 17.7 8
CLIP” Remapping BPE 19.1 21.0 19.5| 14.8 10.7 124 | 12
OVMono3D |31] Grounding BERT 26.4 222 21.3|11.3 11.2 8.4 20
WildDet3D || Prompt Cond. BPE 289 33.1 21.7|18.6 155 5.4 34
DetAny3D [32] Grounding BERT 16.6 14.3 13.8|12.3 10.8 7.8 28

Table 8: Prompt Robustness. We evaluate mAP3p on a fixed 500-image subset,
grouped into underdetailed (Und.), standard (Std.), and overdetailed (Ovr.) templates
(5 variations per template). Encoders that only remap fixed detections vary least
across prompt phrasings, while those that condition detections on the prompt vary
far more. ~ marks the encoder used to remap Cube R-CNN detections (SigLIPv2 or
CLIP). “Grounding” denotes GroundingDINO, and “Prompt Cond.” denotes SAM 3-
style prompt-conditioned detection. CV% is the coefficient of variation across all 15
templates, averaged over both datasets (| is better).

Comparing to the class-agnostic evaluation in Tab. [2] recall values exceed the
corresponding mAP3p scores (as a fraction) on every dataset we test, which val-
idates the premise that detectors consistently localize more objects than mAP3p
credits them for. Since class-agnostic recall ignores the predicted category en-
tirely, this gap cannot be a localization failure, but the cost of getting the cat-
egory (and confidence ranking) wrong. Geometric localization is therefore more
mature, while semantic recognition remains the larger, unresolved gap.
Comparison with the Target-Aware Protocol. Recent detectors report un-
der a target-aware protocol [3132] that prompts each image only with its ground-
truth categories. We re-score the same predictions under both protocols (Tab. |§[),
and find that the oracle inflates mAP3p for every dataset and method by be-
tween +8% and +117% relative, nearly doubling DetAny3D’s large-vocabulary
ScanNet-200 performance and more than doubling OVMono3D’s (DetAny3D
2.85—5.47, OVMono3D 2.44 — 5.29). KITTI shows this mechanism in practice
(Tab. . For example, car class performance is unchanged, while performance
for classes most commonly confused with car is strongly inflated (e.g., truck
26.7—37.4, 1.4x; van +2.4; tram +2.6). The detector confidently mislabels cars
as van and chairs as table, and the oracle deletes these false positives wher-
ever those classes are absent (Fig. @ Target-aware evaluation thus conceals the
errors most consequential for safe deployment, while our dataset-level protocol
exposes them.

Prompt Sensitivity. We evaluate five encoders in Tab.[8] Our remapping strat-
egy uses the SigLIPv2 and CLIP contrastive encoders, OVMono3D and De-
tAny3D use the GroundingDINO [12]| grounding encoder, and WildDet3D uses
a jointly-trained SAM3 encoder [8]. This is a controlled probe rather than the
main benchmark protocol. Specifically, we run each method on a fixed 500-image
subset across the same 15 templates at high recall, so only relative quantities
are meaningful, namely the coefficient of variation and the degradation across
prompt types. These values are not comparable to Tab.[3] where we prompt each
detector with dataset category names on the full test sets.

The standard group here denotes CLIP-style templates (e.g. a photo of a
{name}), not the default prompting of Tab. [3| DetAny3D can therefore score
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# CLS Full Random 10 Class Split Fav./

Method Dataset (GT) Vocab. (u=*o) | Adverse Favorable | Full
DetAnysp SUNRGBD 82 8.81 87439 | 0.0 38.9 | 4.4x
y ScanNet-200 | 174  2.89  2.9+1.7 | 0.0 222 | 7.7x
SUNRGBD 82 718 72439 | 0.0 379 | 5.3x

OVMono3D g Net-200 | 174 244 24417 | 0.0 21.2 | 8.7x

Table 9: Vocabulary Subset Selection Outweighs the Choice of Detector.
For fixed predictions (model unchanged, having seen all classes) we report mAPsp
over random 10-class subsets of the dataset vocabulary. “Full Vocab.” is the dataset-
level AP. “Random” is the mean+std over 5,000 random 10-class subsets. “Adverse” and
“Favorable” are the worst and best possible 10-class subsets, taken as the bottom- and
top-10 categories by per-category AP, and they bound the achievable range. “Fav./Full”
is the favorable-bound inflation over the full-vocabulary number. #CLS (GT) counts
categories with at least one ground-truth instance in the test set, fewer than the dataset-
level 83/196 classes.

well in Tab. 3] while degrading sharply once we impose a common template. Our
remapping sidesteps this failure mode, making it the most prompt-stable.

We find that standard prompts are near-optimal for the remapping encoders,
consistent with the 2D finding of Lin et al. [11], though CLIP on KITTI peaks
on class names alone. This does not generalize to detectors that condition on the
prompt, since OVMono3D and DetAny3D both peak on underdetailed prompts.
Importantly, overdetailed phrasing hurts every encoder, most severely for Wild-
Det3D, which drops 11.4 mAP3p on ARKitScenes and 10.1 on KITTI relative
to standard, against at most 4.4 for either remapping encoder.

Notably, the tokenizer does not directly impact performance, since WildDet3D
and our CLIP remapping share a BPE tokenizer yet differ ~3x in CV. Instead,
how the prompt is consumed matters most. Remapping encoders rank categories
by cosine similarity, so descriptive tokens perturb the embedding without upset-
ting the ranking (8% CV for SigLIPv2), whereas prompt-conditioned detectors,
trained on short noun phrases, suppress detections under descriptive phrasing.
Neither large-scale training data nor contrastive pretraining confers robustness
once detectors are directly conditioned on the prompt.

Sensitivity to Class Split. A widely used alternative protocol partitions cat-
egories into base and novel sets and reports AP on the novel classes held out
during training [7,/13,30]. However, these numbers are not comparable across
papers since they differ in which classes are withheld. We isolate the evaluation-
side effect by re-scoring a frozen model that has seen all categories, reporting
the mean + std over 5,000 random 10-class subsets alongside the adverse and
favorable bounds (bottom- and top-10 categories by per-category AP). As Tab. |§|
shows, reported AP depends strongly on which categories are scored, with De-
tAny3D at 8.7+ 3.9 across random 10 class subsets on SUNRGBD. This further
motivates our fixed dataset-level vocabulary.
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Ground Truth Dataset-Level Protocol Target-Aware Protocol

Fig. 6: The Target-Aware Protocol Inflates AP by Discarding Hallucinated
Classes. We visualize DetAny3D predictions on KITTI (top) and ARKitScenes (bot-
tom) images to compare the target-aware (TAP) and dataset-level (DLP) protocols.
The TAP oracle deletes hallucinated boxes for categories that do not occur in the image
rather than penalizing them, raising AP by 2.4 on KITTI and 2.0 on ARKitScenes.
We mark detections of categories absent from that image’s ground truth in red.

Breakdown Analysis. The three axes overall

(mAP, in-domain)

we analyze in Fig. [f] expose trade-offs
that a single mAP3p number conflates.
Detector recall tracks dataset difficulty
rather than clustering tightly (Tab. [2)),
yet it consistently exceeds what mAP3p
credits, so mAP gaps chiefly reflect se-
mantic accuracy, not geometry. In-domain
and out-of-domain accuracy disagree. De-
tAny3D and OVMono3D rank among the

Prompt Robustness
(100 - CV%)
(l1e29y d13souby-sse|d)
uonezieso

strongest in-domain, yet Det Any3D trans- Domain Genealzton
my , unseen,
fers worst out-of-domain, whereas our
remapped Cube R-CNN* ranks weakest o Cupecun & Denyn)

in-domain yet generalizes best outdoors. Fig.5: No Single Axis Predicts
Prompt robustness is orthogonal to both  Another. We compare monocular
axes. OVMono3D and WildDet3D lead 3D detectors along three benchmark
the localization axis by a narrow mar- axes and mAPsp, min-max normalized
gin, yet WildDet3D ranks among the least across the four detectors. WildDet3D
prompt-stable, and DetAny3D’s top-line tops the in-domain axis yet ranks last
AP is vulnerable to descriptive prompts ©% prompt.robustn.ess; Cube R'CNN*
and target-aware inflation. No axis pre- 15 Weakest in-domain yet leads domain
dicts another, so a method that advances generalization and prompt robustness.

on one can silently regress the rest.
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Runtime Analysis. Our SigLIPv2 remap- Method | Sem. Geom. Total
ping encodes every detected crop, so we  Cube R-CNN* | 190.6  33.3  223.9
quantify this overhead against end-to- 83%3?&?5“ 190'6300.2? 30 gggjg
end open-vocabulary baselines on a single = DetAny3D 182.9  400.0  582.9
NVIDIA H100 NVL GPU over a fixed 200- Table 10: End-to-End Latency
image ARKitScenes subset. Notably, ev- (ms/image). We benchmark runtime
ery open-vocabulary baseline already re- 9" 1 H100 by stage. Cube R-CNN* is
. . . fastest at 223.9ms, 2.6x ahead of De-
lies on a heavyweight semantic model. OV- tAny3D.

Mono3D [31] and DetAny3D |32] both in-

voke GroundingDINO [12], which we include for a faithful comparison. Table
decomposes each pipeline into semantic and geometry stages. We find that our
semantic stage costs 190.6 ms/image, matching the GroundingDINO stage that
DetAny3D already requires (182.9ms/image). The difference lies in the geo-
metric stage, where our closed-vocabulary detectors are cheap (33.3 ms for Cube
R-CNN, 83.0 ms for OVM3D-Det), whereas Det Any3D pays 400 ms for its SAM-
based 3D head. Our full Cube R-CNN* pipeline is therefore the fastest open-
vocabulary detector here at 223.9ms/image, 2.6x ahead of DetAny3D, while
remaining competitive in accuracy (Tab. . OVMono3D fuses both stages, run-
ning in 300.8 ms.

Limitations. The VLM remapping cannot cleanly separate true positives from
false positives, since their cosine similarities overlap. We posit that lightweight
calibration (e.g. an MLP on held-out similarity scores) would help. Further,
OV3D-Bench inherits the annotation conventions and non-exhaustive labels of
its constituent datasets, so a correct detection of an unannotated object is pe-
nalized as a false positive. Lastly, our remapping baseline is a diagnostic probe,
not a deployable detector.

5 Conclusion

We introduce OV3D-Bench, a diagnostic benchmark for open-vocabulary monoc-
ular 3D detection that decouples geometric accuracy, semantic robustness, and
cross-domain generalization under a dataset-level protocol. We benchmark seven
detectors and introduce a simple training-free VLM remapping baseline that
holds geometry fixed while varying only the vocabulary. We find that geometric
localization is more mature, while semantic vocabulary remains the larger, unre-
solved gap that the community should prioritize closing. Under OV3D-Bench, a
method reports three numbers: 3D Class-Agnostic Recall, dataset-level mAP3p,
and prompt CV. For method developers, the gap between 3D Class-Agnostic
Recall and mAP3p isolates whether a failure is geometric or semantic. For prac-
titioners, the confusion matrix and prompt CV expose deployment behavior that
current leaderboards hide.
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